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Abstract

Digital platforms now generate high-volume, high-velocity streams of public health signals during
emergencies. This study examined whether Al-enabled social media analytics could serve as a complementary
infodemiology and event-based surveillance tool during the COVID-19 pandemic in Tanzania. Using 20,422
English-language Twitter posts collected from Kinondoni District, Dar es Salaam, between 21 and 24 April
2020, the study applied natural language processing, keyword-assisted labelling and a hybrid CNN-LSTM
classifier to distinguish COVID-related discourse from non-COVID content and to identify awareness and
misinformation signals. COVID-related tweets represented 2,413 posts, or 11.8% of the dataset, and accounted
for 27.0% of likes and 30.8% of retweets, indicating high salience and amplification within the local digital
public sphere. The trained model achieved 93% accuracy on the held-out test set, demonstrating the feasibility
of using computational social listening, topic modelling and automated text classification to support risk
communication, community engagement and infodemic management. The findings support the use of social
media data as a supplementary digital health intelligence layer, not as a replacement for formal
epidemiological surveillance systems (Eysenbach, 2009; Salathé et al., 2012; World Health Organization,
2020; Centers for Disease Control and Prevention, 2001).

Keywords: infodemiology, infoveillance, digital epidemiology, COVID-19, public health surveillance, event-
based surveillance, risk communication and community engagement, social media analytics, natural language
processing, deep learning, CNN-LSTM, Tanzania

1. Introduction

Social media has become a critical source of digital trace data and a major arena for health-related
communication. In public health emergencies, platforms such as Twitter, Facebook and other online channels
capture public reactions, rumours, information needs, behavioural cues and misinformation signals in near real
time. This makes social media relevant to infodemiology, infoveillance and digital epidemiology, which use

online communication patterns to understand population-level health dynamics and information exposure
(Eysenbach, 2009; Salathé et al., 2012).

During the COVID-19 pandemic, digital conversations became especially important because physical
engagement was constrained in many settings and public risk perception evolved quickly. Tanzania followed a
different response pathway from many countries and did not implement a nationwide lockdown. In this
context, online discourse became a useful source for computational social listening, risk communication
intelligence and community feedback analysis, particularly where routine surveillance data and public
reporting were limited.

Earlier studies show that digital signals can appear before, alongside or shortly after formal public health
reporting. Search queries, posts, hashtags and platform-specific trends can provide weak signals for syndromic
surveillance, outbreak situational awareness and infodemic monitoring when interpreted carefully and
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triangulated with verified epidemiological data (Lu and Zhang, 2020; Li et al., 2020; Eysenbach, 2011; Salathé
et al., 2012).

This study used Twitter data from Kinondoni District in Dar es Salaam as a pilot case to test whether social
media analytics could generate actionable pandemic intelligence in Tanzania. Kinondoni was selected because
it is highly urbanised, densely populated and digitally active. The analysis treated tweets as unstructured
textual data and applied an NLP pipeline to extract topic prevalence, engagement metrics, awareness signals
and misinformation-related patterns.

The study had four objectives: to quantify the extent of COVID-19 discourse within the local social media
stream, identify dominant topics and semantic signals, estimate the proportion of tweets that reflected low
awareness or misinformation, and evaluate whether a deep learning classifier could automate tweet
classification for near real-time public health intelligence. The framing aligns with digital health guidance that
positions digital interventions as tools for health system strengthening when embedded within governance,
ethics, equity and data protection safeguards (World Health Organization, 2019).

2. Method

This pilot project tested social media data as a complementary digital health intelligence source during a public
health emergency. The study focused on English-language Twitter activity from Kinondoni District, Dar es
Salaam, over four days from 21 to 24 April 2020. The design followed an infoveillance logic: collection of
digital exhaust, preprocessing of unstructured text, supervised labelling, model training, classification and
interpretation of signals for public health decision support (Eysenbach, 2009; Centers for Disease Control and
Prevention, 2001).

The dataset contained 20,422 tweets, including original posts, replies and retweets. Direct identifiers and
sensitive metadata, including user IDs, usernames, profile locations and coordinates, were removed to reduce
re-identification risk and support privacy-preserving analytics. Swahili and mixed Swabhili-English tweets were
excluded because COVID-19-specific Swahili NLP resources and annotation capacity were limited at the time.
This created a cleaner English corpus for model development, while also introducing a language-based
sampling bias that is acknowledged in the limitations.

A total of 10,000 tweets were labelled for supervised learning and model evaluation. Tweets were first coded
as COVID-related or non-COVID. COVID-related tweets were then further assessed for public health literacy
and infodemic signals, using two operational classes: well-informed and not well-informed. The not well-
informed category included misinformation, inaccurate prevention claims, misleading cure narratives and
other low-awareness signals. This classification was designed for risk communication and community
engagement analysis rather than clinical diagnosis.

To support labelling at scale, an initial seed set was generated through zero-shot and keyword-assisted
classification. Two domain-specific dictionaries were developed: one for COVID-related semantic features,
including coronavirus, COVID, quarantine, mask, pandemic, lockdown, PCR and WHO, and one for
misinformation or low-awareness markers, including fake, hoax, cure, 5G, conspiracy, bleach and microchip.
The seed labels were reviewed by two independent annotators using a shared codebook, with additional
attention to ambiguous, sarcastic and borderline tweets. This hybrid human-in-the-loop approach improved
annotation efficiency while reducing noise in the training data.

The classifier used a hybrid convolutional neural network and long short-term memory architecture. The CNN
component extracted local n-gram and phrase-level features relevant to short-text classification, while the
LSTM component captured sequential dependencies and contextual patterns across each tweet (Kim, 2014;
Hochreiter and Schmidhuber, 1997). Tweet text was tokenised, normalised and represented through pre-
trained GloVe embeddings, which placed words in a dense vector space and supported semantic similarity
modelling (Pennington, Socher and Manning, 2014).



The model architecture included an embedding layer, a one-dimensional convolutional layer with 128 filters
and a kernel size of 3, max-pooling, a bidirectional LSTM layer with 64 units and a fully connected softmax
output layer with four target classes. Dropout regularisation at a rate of 0.5 was applied after the convolutional
and recurrent layers to reduce overfitting. The model used categorical cross-entropy loss and the Adam
optimiser, which is widely used for stochastic optimisation in high-dimensional deep learning problems
(Kingma and Ba, 2015).

The labelled dataset was split into training, validation and test sets at 80%, 10% and 10%, respectively. The
model was trained for 20 epochs with early stopping based on validation loss. Performance was assessed using
accuracy, precision, recall and F1-score to account for class imbalance between COVID, non-COVID and the
smaller not well-informed category. The resulting model was then applied to the remaining 10,422 unlabelled
tweets to generate automated class predictions.

3. Results

The analysis first examined whether COVID-related lexical features appeared among the most frequent topics
in the Kinondoni Twitter corpus. Common English stop words such as the, is, are, it and this were removed to
improve the signal-to-noise ratio and retain topic-bearing tokens. This preprocessing step supported topic
modelling, term-frequency analysis, feature extraction and interpretation of high-salience public health
discourse within an event-based surveillance frame.

The temporal pattern of COVID-related terms broadly aligned with the reported rise in COVID-19 cases
during the same period, as reflected in the Worldometer tracking used in the original figure. COVID-related
words were more visible on 21, 22 and 23 April, before slowing on 24 April. This suggests that social media
signals can mirror public attention during periods of epidemiological concern, although such signals require
triangulation with official case data, laboratory reporting, routine health information systems and other
surveillance sources before they can inform operational decisions (Centers for Disease Control and Prevention,
2001; Salathé et al., 2012; Worldometer, 2020).

Figure 1: COVID-19 case trend in Tanzania during the study period, based on World meter tracking.
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Source: Worldometer COVID-19 data tracking, as reproduced in the original manuscript dataset and figure
(Worldometer, 2020).

The word GOD was also highly visible across the four-day period. This likely reflects the national context at
the time, including the presidential declaration of three days of national prayer on 17 April 2020. The finding
illustrates how social media analytics can detect socio-cultural framing, trust cues and community meaning
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making during health emergencies, which are important for risk communication and community engagement
strategies.

Figure 2. Topic salience and lexical dynamics in Twitter posts from Kinondoni District, 21 to 24 April
2020.
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Source: Authors' computational analysis of Twitter data collected from Kinondoni District, 21 to 24 April
2020.

COVID-related tweets represented 2,413 of the 20,422 tweets analysed, equal to approximately 11.8% of the
corpus. Although most tweets addressed other issues, the COVID-related share was substantial for a single
public health theme over a short period. In infodemiology terms, this represents a measurable information
prevalence signal within the local digital conversation (Eysenbach, 2009).

Figure 3. Share and temporal volume of COVID-related tweets in the analyzed Kinondoni Twitter
dataset.
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Source: Authors' classification and descriptive analytics of the Kinondoni Twitter dataset, 21 to 24 April 2020.

The trained CNN-LSTM model classified tweets into the four target categories with an overall accuracy of
93% on the held-out test set. This demonstrates that automated NLP can support scalable content triage, topic



detection and infodemic signal extraction when manual monitoring is not feasible. The result should be
interpreted together with class-specific precision, recall and F1-score because overall accuracy can mask weak
performance in minority classes.

Engagement analytics showed that COVID-related tweets attracted a sizeable share of likes and retweets. Of
the 10,185 likes counted in the dataset, 2,750 were on COVID-related tweets, equivalent to 27.0%. Of the
26,453 retweets counted, 8,143 were COVID-related, equivalent to 30.8%. These amplification metrics
suggest that COVID-related content had a high reproduction rate within the local information ecosystem,
which is relevant for monitoring misinformation spread and designing targeted health promotion campaigns
(Cinelli et al., 2020; World Health Organization, 2020).

Figure 4. Engagement with COVID-related tweets compared with other tweets, measured by likes and
retweets.
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Source: Authors' engagement analytics based on likes and retweets in the Kinondoni Twitter dataset, 21 to 24
April 2020.

The awareness analysis found that 12.4% of COVID-related tweets appeared not well-informed or carried
misinformation-related signals. This finding points to a practical use case for public health informatics: early
identification of misinformation hotspots, knowledge gaps and priority themes for responsive risk
communication, social listening dashboards and community feedback loops (World Health Organization,
2020)

Figure 5. Awareness signal among COVID-related tweets, showing the share that appeared well-
informed and not well-informed
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4, Discussion

The results show that Twitter data from Kinondoni District captured important features of public discourse
during a critical period of the COVID-19 pandemic in Tanzania. The dominance of COVID-related terms, the
amplification of COVID-related posts and the detection of low-awareness signals together demonstrate the
value of social media analytics as a complementary layer of pandemic intelligence. This is consistent with
digital epidemiology literature, which argues that online data streams can provide timely, local and population-
sensitive signals when governed responsibly and interpreted within context (Salathé et al., 2012).

The finding that 11.8% of tweets were COVID-related is important because it captures the visibility of a public
health issue within a wider stream of everyday online conversation. The fact that COVID-related tweets
accounted for 27.0% of likes and 30.8% of retweets suggests that COVID content was more amplified than its
raw volume alone indicates. In practical terms, engagement metrics can help public health teams prioritise
which narratives require response, which myths need correction and which trusted messages are gaining
traction.

The awareness analysis has direct implications for infodemic management. A 12.4% share of COVID-related
tweets appearing not well-informed is not negligible. Health authorities and development partners could use
similar classifiers to detect geographic or thematic misinformation hotspots, feed findings into RCCE
strategies and deploy tailored counter-messaging through trusted channels. WHO’s infodemic management
approach emphasises listening to community concerns, promoting risk understanding, building resilience to
misinformation and engaging communities in protective action (World Health Organization, 2020).

The prominence of religious language in the dataset further shows that social media analytics can capture
cultural framing and social norms around health events. Conventional surveillance systems usually focus on
cases, tests, hospitalisation and mortality. Digital social listening can add a qualitative and behavioural layer
by identifying trust anchors, emotional tone, perceived risk, rumours and community narratives that influence
uptake of public health guidance.

The study also had limitations. The analysis focused only on English-language tweets from one urban district,
which limits representativeness and creates coverage bias. The dataset excludes Swabhili-speaking users, offline
communities and people with limited digital access. The classification labels also reflect operational
definitions of awareness and misinformation, which may be affected by sarcasm, political speech, humour and
platform-specific language. Finally, model performance may degrade over time because of concept drift,
changing vocabularies and evolving pandemic narratives.



Future research should extend this approach to Swahili-language tweets and other local languages, broaden
geographic coverage beyond Kinondoni and apply longitudinal modelling over longer phases of the pandemic.
Further work should integrate social media signals with routine health information systems, laboratory data,
mobility data, call-centre logs and community feedback platforms. This kind of multimodal data fusion would
strengthen epidemic intelligence, decision-support dashboards and situational awareness while supporting
responsible Al principles, data protection, model governance and equity safeguards in digital health systems
(World Health Organization, 2019).

5. Conclusion

This study demonstrates that Al-enabled social media analytics can provide useful complementary intelligence
during pandemics. In Tanzania’s COVID-19 context, Twitter data from Kinondoni District generated signals
that aligned with public concern and captured information dynamics that are not always visible in routine
surveillance datasets. The approach contributes to infodemiology, digital epidemiology and public health
informatics by showing how unstructured social media data can be converted into decision-relevant indicators.

The hybrid CNN-LSTM model achieved 93% accuracy in classifying tweets into COVID-related and
awareness categories. This shows that automated NLP can support scalable text classification, signal detection
and dashboard-ready analytics for emergency preparedness. The ability to distinguish well-informed from not
well-informed content offers a practical mechanism for near real-time monitoring of public health literacy,
misinformation and risk communication gaps.

These findings have wider relevance for pandemic preparedness and emergency response in settings where
traditional surveillance systems may lag behind public information needs. Social media data should not replace
official public health surveillance, but it can complement it by providing faster insight into public sentiment,
rumours, information needs and message amplification. With appropriate governance, ethical safeguards and
triangulation, Al-enabled social media analytics can strengthen digital health resilience across sub-Saharan
Africa and other low- and middle-income settings.
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